
 

 

 

  

Abstract—Neural Networks (NN) have demonstrated 

remarkable time series fitting and prediction abilities, 

outperforming in several applications other methods and 

particularly linear models, such as dynamic linear regression. 

However, due to their nature, NNs are not easy to interpret and 

are often considered as black box models. The importance of 

each independent variable is hard to estimate and therefore test 

whether they have significant explanatory power and hence be 

included in the model or not. This task is very important for 

several applications, where the effect of each variable has to be 

identified, such as marketing modelling and analysis, where the 

effectiveness of different marketing instruments has to be 

estimated, commonly modelled as impulse interventions. 

Statistical inference in these cases is sought, hindering the use of 

NNs. This paper proposes a framework to allow statistical 

inference of impulse interventions modelled with NNs. The 

effects of interventions are estimated and tested for statistical 

significance. Using a Monte Carlo simulation the power of the 

proposed test is compared with dynamic linear regression 

models. The power is found to be higher and the estimation of 

the simulated effects is more accurate. Based on this framework 

strategies to code multiple impulses with NNs are discussed.  

I. INTRODUCTION 

RTIFICIAL Neural Networks (NN) have attracted 

increasing research in applying them to forecasting 

problems. Both in theoretical and empirical works, NNs have 

shown evidence of good performance, in many cases 

outperforming established benchmarks [1]. NNs are non-

parametric data driven models that in theory can 

approximate any linear and nonlinear data generating 

processes [2]. Despite their predictive performance, NNs 

have seen limited acceptance by practitioners, especially in 

the business forecasting and supply chain contexts [3-4]. 

This can partially be attributed to the modelling complexity 

of such models [1]. There are numerous parameters that the 

human expert has to fine tune in order to produce accurate 

forecasts. Although setting these parameters has proven to be 

challenging, several alternative model specification 

methodologies have been proposed [1, 5]. Another 

significant parameter in understanding why NNs have 

limited acceptance among practitioners is that they are 

considered black box models, limiting our understanding of 

how inputs are processed into outputs and how significant 
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each input is. Several studies have shown that it is important 

for the acceptance of a forecasting method to be transparent 

to its users [4, 6], implying that it is important to research 

how to interpret and extract inference from NN models, a 

research area that has not seen many advances in the 

forecasting context [1]. 

 In several field, like economics and marketing, it is 

important to be able to assess the significance of different 

variables to your forecasts, since these variables are usually 

connected to decision making [7-8]. In such areas, 

forecasting and the choice of models is driven by their ability 

to interpret the market and build causal models that can 

expand our understanding [9], where NNs research in the 

forecasting context has not been able to provide a solution.  

A very common form of causal models are the impulse 

intervention models [10], which attempt to model the effect 

of short duration activities/shocks on the time series, which 

is otherwise described in a univariate dynamic model. These 

models have seen widespread applications with scanner data, 

where modellers are trying to analyse consumer behaviour 

and infer the effect of different marketing instruments, like 

promotions and advertising, on sales and brand choice [11-

12]. These models do not attempt to capture complex casual 

relationships between continuous variables, but a series of 

location shifts induced by the interventions. NNs have been 

shown to have high predictive accuracy in such forecasting 

problems, however they have not been used because of the 

additional complexity and lack of inference [13].  

 In this study, we propose a methodology that allows to 

extract inference from NNs applied to impulse intervention 

forecasting problems, where the objective is to assess the 

significance and the effect of each category of interventions. 

The methodology is based on nonparametric statistics and no 

assumptions on the underlying time series data generating 

process are required. Therefore, the flexibility of NNs is 

retained. The methodology allows to extract a robust 

estimate of the effect of the intervention and a p-value as an 

outcome of testing the significance of the intervention.  

  We test the proposed methodology on a large dataset of 

synthetic time series against dynamic linear regression, 

which allows extracting inference on the interventions. We 

evaluate the NN and regression methods on forecasting 

accuracy, power of the tests, i.e. how many times the 

intervention is correctly identified as significant and the 

accuracy of the intervention size estimation. Our findings are 

that the proposed methodology is at least as good as its linear 
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counterpart, being on average more sensitive to detecting 

interventions, less biased and more accurate. The results are 

consisted for interventions of different sizes.  

 The paper is organized as follows. First, in section II, we 

briefly introduce NNs in the context of time series 

forecasting and presents the proposed methodology. Section 

III describes the experimental setup for evaluating the power 

of the proposed test and the accuracy of its estimations. In 

section IV we present our findings. In section V we provide 

a short discussion on the implications of the findings, 

followed by concluding remarks and future work in section 

VI.  

II. METHODS 

A. Neural Networks for Time Series Forecasting 

NNs have been successfully applied in both univariate and 

multivariate time series forecasting and there are numerous 

types of NNs that have been investigated. The most widely 

used architecture is the common multilayer perceptron 

(MLP). The advantage of MLPs is that they are well 

researched regarding their properties and their proven 

abilities in time series prediction to approximate and 

generalize any linear or nonlinear functional relationship to 

any degree of accuracy  without any prior assumptions about 

the underlying data generating process, providing a powerful 

forecasting method for linear or non-linear, non-parametric, 

data driven modelling [1, 14]. In this study we will use 

MLPs to produce forecasts. In univariate forecasting feed-

forward architectures of MLPs are used to model nonlinear 

autoregressive NAR(p)-processes, using only time lagged 

observations of the time series as input variables to predict 

future values, or intervention modeling of NARX(p)-

processes using binary dummy variables to code exogenous 

events as explanatory intervention variables. Given a time 

series y, at a point in time t, a one-step ahead forecast ŷt+1 is 

computed using p=I observations yt, yt-1,…, yt-I+1 from I 

preceding points in time t, t-1, t-2, …, t-I+1, with I denoting 

the number of input units of the NN. The functional forms is  
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where Y = [yi,... yt-I+1] is the vector of the lagged 

observations (inputs) of the time series. The network weights 

are w = (β, γ), β = [β1, β2… βH] and γ = [γ11, γ12… γHI] for 

the output and the hidden layer respectively. The β0 and γ0i 

are the biases of each neuron. I and H are the number of 

input and hidden units in the network and g(·) is a non-linear 

transfer function [15], which is usually either the sigmoid 

tangent or the hyperbolic tangent function [1]. In this study 

the latter is preferred, which is often approximated for 

computational reasons as [16]: 
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Data is presented to the MLP as an overlapping set of input 

vectors formed as a sliding window over the time series 

observations. The task of the NN is to model the underlying 

data generating process during training, so that a valid 

forecast is made when the trained NN is subsequently 

presented with a new input vector value.  

 MLPs offer extensive degrees of freedom in modelling for 

prediction tasks. The expert modeller must decide upon the 

selection and sampling of datasets, the degrees of data pre-

processing, the static architectural properties, the signal 

processing within nodes and the learning algorithm in order 

to achieve the design goal, characterized through the 

objective function or error function. For a detailed discussion 

of these issues and the ability of NNs to forecast univariate 

time series, the reader is referred to [1]. The architecture of a 

single hidden layer MLP with 3 inputs, 4 hyperbolic tangent 

hidden nodes and a single linear output is shown in figure 1. 

B. Intervention modelling with Neural Networks 

There are two main considerations in designing a 

procedure that can estimate and test the effect of impulse 

interventions with NNs. Firstly, the networks are data-driven 

models that do not have prior assumptions regarding the 

distribution, and its moments, of the underlying data 

generating process, in that sense they are non-parametric. A 

desirable property of a test for NNs is that it should have 

equal flexibility and therefore not restricting the applicability 

of the method. Secondly, the activation functions of the 

nodes in a NN are typically nonlinear. This means that it is 

hard to interpret the weights of the model and test them 

directly to capture the size and the significance of an 

impulse, since the weights strongly interact with the scaling 

of the inputs and the size of the bias, determining the shape 

of the nonlinearity, as seen in figure 2. Therefore, in this case 

a single coefficient estimation to demonstrate the size and 

the significance of an input based on the weights, as it is 

done in linear regression is impractical. Furthermore, NNs 

have typically several nodes in the hidden layer (see figure 

1), implying that even for the bivariate case a single input is 

assigned a set of weights and biases and not a single pair as 

in typical regression modelling, complicating further any 
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Fig. 1. A multilayer perceptron with 3 inputs, 4 hyperbolic tangent 

hidden nodes and a single output node. 

 



 

 

 

attempt for inference from the network's estimates. 

In order to overcome these issues we propose a sensitivity-

analysis based methodology that makes use of a series of 

nonparametric statistical tests to determine the significance 

of the input that we want to test. As discussed in the previous 

section, this study is limited to impulse interventions. Such 

interventions are location shifts for a time series model. For 

instance, if we are predicting sales data, a promotional 

campaign may have an uplift of sales of A%, which 

essentially shifts the level of sales by that much for the 

duration of the promotional activities. As such, it can be 

estimated by the use of binary dummy variables. In analogy 

to linear regression, when the dummy variable is nonzero, 

the intervention is taking place. In order to estimate the 

location shift with NNs we propose the following procedure.  

First, a dummy variable is constructed where it is equal to 

a base value (typically equal to zero) everywhere but the 

observations that the tested intervention occurs, where a 

different value is assigned to the dummy (usually equal to 1). 

We fit a NN model to the time series, including the dummy 

variable for the intervention. The procedure followed here is 

typical to the forecasting literature and the modeller has to 

choose an appropriate set of inputs, number of hidden nodes, 

learning parameters, etc [1, 17]. Once a good model is 

identified and the network is trained to the data, then it is 

simulated first with the dummy and then with the dummy 

replaced by a constant vector equal to the base value of the 

dummy (typically equal to zero), named here control 

variable. This provides two different outputs, Ŷ with the 

dummy and Ŷ' with the control variable. The difference 

P=Ŷ-Ŷ' provides an estimation of the size of the effect of 

that particular dummy for this network, i.e. the size of the 

intervention (figure 3). However, this does not allow 

assessing the variability in the estimation of the size. 

Avoiding making any distributional assumptions we can 

empirically estimate it by measuring the errors of the NNs. In 

order to do this we need to assume that the NN model fitted 

to the time series captures its structure. Therefore, it is 

essential to perform a valid evaluation of alternative model 

setups, prior to testing the effect of the intervention, and 

selecting the model that predicts the time series most 

accurately. The network is trained several times with random 

starting weights and biases, allowing it to converge. Each 

training initialisation is bound to arrive to different local 

minima while the residuals are minimised, which also means 

a different fit to the time series
1
. We collect all estimated P 

sizes of the intervention and form its empirical distribution. 

Furthermore, we construct a similar empirical distribution for 

the in-sample errors of the network, from which we can infer 

the level of randomness in the time series, which is necessary 

in order to decide whether the identified effect is statistically 

significant or not.  

Using these two empirical distributions we can get a 

robust estimate of the size of the effect and assess its 

significance. We express both distributions in squared 

deviations and use an one-sided nonparametric Wilcoxon 

rank sum test, testing whether the effect is different in 

location and larger than the NN fit errors
2
. Under the null 

hypothesis (H0) both NN errors and the location shift due to 

the intervention have equal medians, against the alternative 

that NN errors have significantly lower median [18]. The 

output of this test is a p-value, which is used in this context 

to represent the statistical significance of the modelled 

intervention. Note that this test allows for unequal vectors 

lengths for the two distributions. Since the size of the vectors 

is related to the number of interventions and the number of 

random initialisations of the NN during training, we can 

increase our confidence to the test by increasing the number 

of initialisations.  

Once an effect is found to be significant (3) is used to find 

a robust estimate of its size: 
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where Ŷi is the fit of the NN with the dummy variable for the 

 
1 This also implies that the estimated weights and biases will differ 

between initialisations, providing an advantage to the proposed 

methodology in favour of approaches that would allow inference based on 

the network weights. 
2 Alternatively, a Wilcoxon test that the location is significantly different 

from zero can be used in cases where the randomness of the time series is 

assumed to be zero. 
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Fig. 2.  Different combinations of weights and biases for a single input 

hyperbolic tangent neuron, for an input variable ranging from -1 to 1. It 

is apparent that both linear and nonlinear behaviours can be modelled, 

depending on the combination of weight-bias and/or the scaling of the 

input. 
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Fig. 3. NN predictions using the dummy variable (with effect) and with 

the dummy replaced by the control variable. The difference in the 

predictions measures the size of the intervention.  
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period of the tested intervention and initialisation i and Ŷ'i is 

the fit of the NN with the control variable, for the same 

period and initialisation. If several impulses of the same type 

of intervention are observed in the time series sample then 

Ŷ-Ŷ' are calculated as pairs for each impulse separately and 

the median is estimated using all differences. In figure 4 a 

flowchart of the methodology outlines the key steps 

described above. 

 In the following section we test the performance of the 

proposed algorithm against the established linear regression 

impulse intervention model. 

III. EXPERIMENTAL DESIGN 

A. Time Series 

 In order to evaluate the performance of the proposed 

methodology we construct a synthetic dataset of 900 time 

series. All time series are ARX processes and are generated 

using: 
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where L is the lag operator, φ and β are the coefficients of 

the autoregressive process and the regression part 

respectively. Interventions can be coded using dummy 

variables Xt. The error term zt follows N(0,σ2
). We simulate 

all time series with φ = {0.5, 0.3} and σ = 10. The size of the 

intervention is modelled by β. Several values are used, to 

simulate different noise-to-signal scenarios. Groups of 100 

time series are created for each β = {0, 5, 10, 15, 20, 25, 30, 

25, 40}. The first 100 time series, created with β = 0, 

evaluate the case where there is no intervention, but one is 

mispecified in the dummy variable. This has no impact on 

data generation, but provides false information to the models 

during the estimation of the parameters. The next 100 time 

series use β = 5, which is half the standard deviation of zt 

making it difficult to identify and estimate the size of the 

intervention. The higher the β becomes the easier it should 

be to estimate accurately. All time series are simulated for 

600 observations, and split equally between training, 

validation and test sets. A binary dummy Xt is used to create 

the impulses; and it is equal to zero in all t = 1, ..., 600 apart 

from t = 50 and t = 580, causing two interventions, one in the 

training set and one in the test set. Finally in all time series 

an additive level of 100 units is added. This is done to ensure 

that all values in the simulated time series are positive. 

 

B. Methods 

 We compare the proposed methodology with dynamic 

linear regression. Although the aim of the experiments is to 

evaluate the power of the test of the proposed inference 

methodology and establish its relative performance with the 

widely used regression, we perform the evaluation in a 

forecasting context. This means that the inputs of the 

regression are only lagged variables of the time series and 

the dummy variable to code the intervention. The number of 

lagged variables that are used is determined by using the 

Bayesian Information Criterion (BIC). In all cases the 

identified number of lags was two, which means that the 

correct order was always found. This was expected, since the 

data generating process (4) is a dynamic regression. The 

timing of the intervention is supposed to be know and the 

same binary dummy Xt that was used for the creation of the 

time series is used here. This assumption is reasonable, since 

in many practical applications there is additional information 

from the environment that can allow the forecaster to know 

the timing of interventions. For instance, the timing of a 

marketing promotion is known to the company that will do it 

beforehand. However, this assumption can be relaxed and 

the timing of the impulses can be identified by residual 

analysis of the fitted models [10]. The model is fitted on all 

the in-sample data, i.e. training and validation subsets. 

Regression allows to easily evaluate the significance and the 

size of an intervention. 
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Fig. 4. Flowchart of the proposed methodology to identify significant 

impulse interventions and estimate their size with neural networks. 

 



 

 

 

 A single MLP setup is used for all time series. The inputs 

of the NN are identical to those identified for the regression. 

The neural network, uses a single hidden layer with 4 nodes 

and hyperbolic tangent activation functions (see figure 1). 

The networks are trained using the Levenberg-Marquardt 

algorithm, which requires setting the µLM and its increase and 

decrease steps. Here µLM=10
-3

, with an increase step of 

µinc=10 and a decrease step of µdec=10
-1

. For a detailed 

description of the algorithm and the parameters see [17]. The 

maximum training epochs are set to 1000. The training can 

stop earlier if µLM becomes equal of greater than µmax=10
10

 

or the validation error increases for more than 50 epochs. 

This is done to avoid over-fitting. When the training is 

stopped the network weights that give the lowest validation 

error are used. The MLP is initialised 30 times for each time 

series with randomised starting weights to accommodate the 

nonlinear optimisation and to provide an adequate sample to 

estimate the distribution of the forecast errors in order to 

conduct the statistical tests. Furthermore, multiple training 

initialisations are required by the proposed methodology. 

Lastly, the inputs of the MLP are linearly scaled between [-

0.75, 0.75].  Both methods were implemented in MatLab®. 

 

C. Experimental setup  

 The aim of the evaluation is to compare the power of the 

proposed methodology with the established regression 

analysis. Therefore the important measure is the probability 

of correctly rejecting hypothesis H0 when the alternative is 

true (not make a type II error), i.e. rejecting that there is no 

significant effect of the intervention, when one truly exists 

and how many times. Reported tests are run at 5% 

significance level. Furthermore, we are interested in 

assessing if the NNs can provide good estimates of the 

impulses for the significant interventions. Since the true size 

of the effect is know (which is the β parameter described in 

the data creation) we assess the bias and the accuracy of the 

estimates. We use mean error (5) for the first and mean 

absolute error (6) for the later. These are expressed as:  
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The actual observation at time t that the intervention takes 

place is Yt and the estimation of the intervention is Pt. Note 

that since the scale of all time series is identical there is no 

need to use scale independent errors [19]. 

 Furthermore we assess the forecasting accuracy of NNs 

against the regression. Since the main focus of this study is 

the extraction of inference from NNs and the timing of the 

interventions is assumed to be know we limit the evaluation 

to one-step ahead forecasts. The forecasts for each training, 

validation, test subsets are measured using MAE and the 

differences were evaluated for statistically significant 

differences (at 5% significance level) using the 

nonparametric Friedman test, to facilitate an evaluation of 

nonparametric models without the need to relax the 

assumptions of ANOVA or similar parametric tests [20]. 

IV. RESULTS 

 The power of the test, in contrast to the power of 

regression, i.e. the times H0 is correctly rejected, is 

presented in table I.  

 

From table I we can see that overall the proposed 

methodology to extract inference from NNs is more powerful 

than the established regression. The main differences exist 

for small intervention sizes (β = 5, 10) where that standard 

deviation of the times series makes it hard for regression to 

distinguish the true intervention from randomness. On the 

other hand NNs seem to be over-fitting in the case that no 

true interventions exist, resulting in a 34% type I error, i.e. 

reject the null hypothesis when it is true. For β that are larger 

than the noise level (σ = 10) used in the construction of the 

time series both NNs and regression have 100% probability 

of correctly identifying a significant intervention. Although 

the difference between the two methods is not large, the 

finding is significant, because it shows that the proposed 

methodology allows to extract inference about impulse 

interventions from NNs with at least as good performance as 

linear regression, even though NNs are widely regarded as 

black boxes. 

 Table II provides summary statistics about the accuracy 

and bias of the estimation of the size of the intervention. The 

figures are only for the cases that H0 is rejected, i.e. there is 

a significant intervention, even if that implies a type I error. 

Overall NNs provide more accurate and less biased 

estimates. Interestingly NNs tend to always underestimate 

the size, while regression typically overestimates it. In most 

cases NNs are less biased, with the exception of the cases for 

β = 0, 10, 15. Especially for β = 0, i.e. when there is no true 

intervention the bias of the NNs can be interpreted by the 

results in table I, that the bias is caused by the relatively high 

type I error.  

 Evaluating the accuracy in table II, we can observe that 

NN are more accurate that regression, with the only 

exception when β = 0. In this case regression is more 

TABLE I 

POWER OF THE TEST 

Intervention 

Size (β) 
Power NN 

Power 

Regression 
Improvement 

0 66.0% 96.0% -31.3% 

5 74.0% 47.0% 57.4% 

10 99.0% 90.0% 10.0% 

15 100.0% 100.0% 0.0% 

20 100.0% 100.0% 0.0% 

25 100.0% 100.0% 0.0% 

30 100.0% 100.0% 0.0% 

35 100.0% 100.0% 0.0% 

40 100.0% 100.0% 0.0% 

Average 93.2% 92.6% 0.7% 

The improvement is calculated as the percentage difference of the 

probability of NN and regression.  

 



 

 

 

accurate, which can be explained by the fact that regression 

correctly did not reject H0, that there is no significant 

intervention, more times. The difference in accuracy is found 

to be statistically significant with a p-value of 0.000 for the 

Friedman nonparametric test. The findings that are 

summarised in this table should be considered keeping in 

mind the data generating process of the time series. Dynamic 

linear regression is able to fully capture the dynamics of the 

time series, having the same formulation as the data 

generating process (4) of the time series; hence in this case it 

is a good benchmark and one would expect to be hard to 

outperform. With this methodology NNs demonstrate higher 

probability of correctly identifying a significant intervention 

and also provide more accurate estimation for its size. 

 Considering the forecasting accuracy of the methods both 

performed equally well. It has been previously shown that 

NNs can approximate linear functions at least as good as 

linear models [21] and therefore one would expect similar 

accuracy between the two methods. The average MAE for 

the NN are 2.51, 2.51 and 2.53 for the training, validation 

and test set respectively. For regression these are 2.52, 2.51 

and 2.51. There are no statistically significant differences in 

the accuracy between the models.     

V. DISCUSSION 

This paper proposes a methodology for extracting 

inference from impulse intervention modelling with NNs. 

The proposed test was found to be more powerful that 

regression analysis, providing significantly more accurate 

estimates. We can employ this test to extract understanding 

of how NNs handle impulses. Here, we examine the 

following question, whether we should avoid scaling binary 

variables with NNs or not. In order to address this question 

we carry out a smaller simulation. From the synthetic dataset 

only time series with β=20 are used and the same procedure 

is run. In order to code the intervention three different 

options are used; a binary dummy (Xt = [0, 1]), a dummy 

scaled between -0.75 and 0.75 as the remaining inputs of the 

NN (Xt' = [-0.75, 0.75]), essentially removing any zero 

values from the dummy variable and an arbitrarily defined 

dummy which takes the value 20 when there is an 

intervention and 10 otherwise (X t'' = [10, 20]). Our finding 

was that it made no difference to the neural network how the 

dummy variable was scaled, even if the dummy was not 

scaled within the activation region of the hyperbolic tangent. 

Its significance and its size was always the found to be the 

same. Although this is not a surprising finding in the linear 

regression context, with the proposed framework we can 

reach the same conclusion for NNs using statistical tests and 

therefore being more robust to the stochasticity of the results, 

introduced during training of the networks, in contrast to 

comparing solely the NNs accuracy in an attempt to evaluate 

alternative modelling strategies. Of course, this does not 

imply that the proposed test is able to replace valid out-of-

sample comparisons. On the contrary, it adds one additional 

tool in understanding differences in the out-of-sample 

accuracy and testing how important is the effect of 

interventions to the in-sample fit and for forecasting out-of-

sample. 

VI. CONCLUSION 

In this study we propose a methodology to extract 

inference from NNs forecasting time series with impulse 

interventions. This methodology, in analogy to linear 

regression, provides an estimate of the size of the 

intervention and assigns a statistical significance to its effect. 

The test is constructed in such way that it does not introduce 

additional assumptions on the distribution of the data 

generating process or the results of the NNs, therefore 

retaining the flexibility of the models.  

The performance of the proposed methodology was 

demonstrated using 900 time series that simulated ARX 

processes with different interventions, against dynamic linear 

regression. The finding was the NNs were more sensitive to 

detecting interventions, i.e. the test had higher power, and 

that the resulting estimations were more accurate than 

regression.  

 We propose a solution to the "black box" problem of NNs 

for a set of forecasting problems, applicable to several areas 

of research. Here we drew our examples mostly from the 

perspective of forecasting and decision making for marketing 

modelling, that NNs have shown superior performance, but 

are not used because of their lack of inference. In such 

applications inference is more valued than accuracy. The 

contribution of this study is to address this limitation of NNs 

and therefore provide a powerful forecasting tool for these 

applications, which is able to model equally well linear and 

nonlinear time series without any prior assumptions, 

providing more flexibility to modellers.  

 The experiments presented here should be extended to 

cover real time series, where the practical implications of 

this methodology will be explored. Furthermore, we do not 

test its performance on nonlinear time series. Although, this 

is done in order to have a good benchmark (linear dynamic 

regression on linear time series) to assess the relative 

performance, inference with NNs becomes more important 

on nonlinear time series, where methods that allow inference 

usually fail. Furthermore, by testing how NNs code impulses, 

TABLE II 

INTERVENTION ESTIMATION BIAS & ACCURACY 

Intervention 

Size (β) 
ME MAE 

NN Regression NN Regression 

0 -1.348 -0.006 1.348 0.292 

5 0.640 1.057 2.634 4.243 

10 0.747 -0.071 2.493 3.191 

15 0.767 -0.576 2.645 2.684 

20 0.525 -0.578 2.656 2.678 

25 0.346 -0.580 2.620 2.673 

30 0.209 -0.582 2.609 2.670 

35 0.113 -0.583 2.591 2.666 

40 0.068 -0.585 2.598 2.664 

Average 0.230 -0.278 2.466 2.640 

The best performing model in each row, for ME and MAE is in boldface. 

 



 

 

 

we plan to explore, in future research, how to best model 

multiple groups of impulses and what is the effect on 

accuracy of different alternatives, building on the 

approximation capabilities of NNs to achieve more 

parsimonious coding.  

An important limitation of this study is that we do not 

address the generic intervention modelling problem, which 

includes persistent effects, such as level shifts. In order to 

increase the applicability of NNs in these category of 

models, it is important to evaluate whether this framework is 

able to provide accurate estimates and whether it retains its 

high statistical power.  
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