
 

 

 

Abstract—Forecasting future electricity load represents one 

of the most prominent areas of electrical engineering, in which 

artificial neural networks (NN) are routinely applied in 

practice. A common approach to overcome the complexity of 

building NNs for high-frequency load data is to segment the 

time series into homogeneous subclasses of simpler subseries, 

often a constant hour of the day or day of the week, which are 

forecasted independently using a separate NN model, and which 

are recombined to provide a complete forecast of the next days 

ahead. Despite the empirical importance of load forecasting, 

and the high operational cost associated with forecast errors, 

the potential benefits of segmenting time series into subseries 

have not been evaluated in an empirical comparison. This paper 

assesses the empirical accuracy of segmenting empirical hourly 

load data taken from the UK into daily subseries versus 

forecasting the original, continuous time series with NNs. 

Empirical accuracy is provided in comparison to statistical 

benchmark algorithms and across multiple rolling time origins, 

which indicates the superior performance of NN on continuous, 

non-segmented time series, in contrast to best practices.  

I. INTRODUCTION 

ORECASTING short term electricity load remains a 

prominent research domain in electrical engineering and 

computational intelligence, in part fuelled by the 

competitiveness of today's deregulated electricity markets [1] 

and the resulting need for increasing forecasting accuracy. 

Electricity load is recorded at a high sampling frequency of 

hourly or shorter intervals, which exhibits unique challenges 

to short term forecasting: multiple overlying seasonalities, 

outlier patches, local time trends, and exogenous causal 

influences of weather (temperature, wind speed etc.) and 

consumption patterns (bank holidays, special events etc.) that 

effect daily load patterns. 

Although traditional linear regression models are routinely 

employed in practice, load forecasting using neural networks 

(NN) has received increasing attention due to the inherently 

nonlinear interdependencies, e.g. with temperature and wind 

speed, in addition to the unknown dynamics of the data 

generating process. As a consequence, over 200 research 

papers have explored the empirical application of NNs in 

electric load forecasting since the early 1990s [2-3], with 

successful implementations in the practice of utilities and 

standard load forecasting software (see e.g. the ANNSTLF 

architecture [4] running in over 50 utilities internationally).  

However, despite their apparent success, no best practices 

have been identified on how to model NNs for electrical load 

prediction for accuracy, robustness and / or efficiency of the 

models. On the contrary, literature reviews document the 

substantial heterogeneity of NN model specification across 

network architectures and topologies, learning algorithms, 

and data preprocessing. In 2001, Hippert et al. [1] reviewed 

40 papers on load forecasting with NN regarding the choices 

and procedures reported in each paper for specifying the NN 

architectures, showing substantial differences in almost all 

network characteristics. 

One of the few commonalities observed, was that of prior 

data preprocessing by segmenting the continuous time series 

into smaller subseries with more homogeneous load patterns. 

In the review, 37 of the 40 papers segmented their data in 

order to predict each subseries separately and recombine the 

individual predictions to a continuous forecast (with only 3 

not segmenting data and applying a single network to predict 

future values). For example, hourly time series are regularly 

segmented into a 24 x 1 vector of time series containing 

hours sampled at daily time frequency, and creating 24 

neural networks to predict a particular hour of the day only 

from past realizations of the same hour. Similar procedures 

can be applied to segmenting the time series further into 

homogeneous subseries, e.g. by the weekly seasonality of 

workdays vs. weekends, individual days of the week, days 

with normal vs. abnormal load patters (e.g. for bank 

holidays), by the annual seasonality (e.g. a winter, spring, 

summer and winter sub-segment), etc.  

But despite the apparent agreement of segmenting time 

series to forecast homogeneous sub-series, no best practices 

were identified on how to best segment time series to aid 

forecasting. In [5], hourly loads were classified according to 

the season (seven classes), day of the week (three classes) 

and the period of the day (5 classes), each one modeled by 

an independent NN to comprise a large system of 125 

models. In contrast, [58] segmented data and models only in 

two classes for summer vs. winter periods [59]. As no single 

paper compared the efficacy of different segmentations on 

accuracy, experts are again left to make uninformed choices.  

This paper seeks to assess the accuracy and efficiency of 

the established procedure of segmenting time series into 

subseries of homogeneous load patterns, in comparison to 

forecasting a continuous single time series. We conduct a 

large scale experiment on forecasting hourly electricity 

demand data from the UK, and provide empirical evidence 

on the relative empirical accuracy of both approaches.  

II. SEGMENTATION OF ELECTRICAL LOAD TIME SERIES 

The prominent review on load forecasting with neural 

networks by Hippert et al. [1] reveals a best practice of 

segmenting the time series of the dependent variable into 

multiple subseries of lower sampling frequency. Time Series 

segmentation partitions the heterogeneous input space, so 

that multiple local models may be designed for each 
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homogeneous subseries. For example, hourly time series are 

regularly segmented into multiple hourly time series of only 

a particular hour, e.g. 0:00-01:00 of lower (i.e. daily or 

weekly) time frequency, creating 24 distinct neural networks 

to predict a particular hour of the day from past realizations 

of the same hour, and recombining predictions. The neural 

network parameters of the local models are independent, and 

are therefore allowed to differ across equations and to vary 

stochastically over time. 

Different procedures are applied to segment the time 

series into subseries with homogeneous load patterns, its 

choice depending on the time series frequency and the 

heterogeneity of the load patterns. A time series of daily 

observations yt, yt-1, yt-2, ..., yt-n, with t denoting consecutive 

weekdays {Mon, Tue, Wed, ..., Sun}, may be segmented into 

7 distinct subseries of yt, yt-7, yt-14, ..., yt-n+7 for a weekly time 

series of Monday loads, yt-1, yt-8, yt-15, ..., yt-n+6 for a weekly 

time series of Tuesday loads etc. Alternatively, different 

segments of similar load patterns may be categorized into 

workdays {Mon, Tue, ... , Fri} versus weekends {Sat, Sun}, 

or any other segmentation that yields [1, ... s] subseries of 

homogeneous load patterns, with s denoting the seasonality. 

Equivalently, an hourly time series may be segmented into 

up to 24 time series of hourly observations across days (i.e. 

{0:00-01:00 Mon; 0:00-01:00 Tue, ...}, or up to 7 time series 

of 24 consecutive hours per each day of the week (i.e. load 

patterns of only Mondays, only Tuesdays etc.), or a 

combination of both yielding up to 168 subseries of hour per 

day segmenting only by weekdays. Similarly, a segmentation 

of load series into similar subseries using weather dependent 

components (i.e. summer vs. winter models), calendar effects 

(i.e. regular load patterns vs. irregular patterns on bank 

holidays) may be conducted, often to aid to understand the 

load behavior for an expert planner [1].  

As a result, the choice of segmentations is vast. Dordonat 

et al. [5] propose a periodic, time-varying regression model 

for French national hourly electricity loads, decomposing the 

hourly time series into 24 daily vector time series. Mbamalu 

et al. [6] decompose the load time series not only into 

geospatial regions and industrial sectors, but also into four 

sections of 6 hours in an attempt to minimize the effect of 

weather influences, and predict each with a MLP. See 

Hippert et al. [1] for an exhaustive review. 

The objective of segmentation is to design multiple local 

models for each homogeneous subseries, which will be 

simpler to construct by eliminating multiple levels of 

seasonality and require less data and computational 

resources than a single global model utilizing all data. 

Although this follows in the established tradition of 

building models through divide- and-conquer, decomposing 

time series into subseries may also impair accuracy if 

consecutive observations, i.e. yt-1 and yt as well as yt-8 and 

yt-7, contain autocorrelated information that would be lost if 

forecasted separately. Despite the apparent trade-off for the 

case of existing autocorrelation, no studies to date have 

assessed the empirical accuracy of (a) a global model 

without segmentation versus segmentation into subseries, 

and more importantly (b) the competing approaches of 

segmentation on electrical load time series, despite its 

empirical significance.  

III. SPECIFYING MLPS FOR LOAD FORECASTING 

A. Multilayer Perceptrons for Time Series Forecasting 

As the majority of publications in load forecasting employ 

the feed-forward architecture of a multilayer perceptron 

(MLP) [1] we limit our discussion to this particular NN 

architecture. MLPs are able to approximate and generalize 

any linear or nonlinear functional relationship to any degree 

of accuracy without any prior assumptions about the 

underlying data generating process, providing powerful 

forecasting capabilities for linear or non-linear, non-

parametric, data driven modeling [7]. In univariate 

forecasting feed-forward architectures of MLPs are used to 

model nonlinear autoregressive NAR(p)-processes, using 

only time lagged observations of the time series as input 

variables to predict future values, or intervention modeling 

of NARX(p)-processes using binary dummy variables to 

code exogenous events as explanatory intervention variables. 

Data are presented to the network as disjunct vectors of a 

sliding window over the time series history. The neural 

network learns the underlying data generating process by 

adjusting the connection weights w = (β, γ) to minimize an 

objective (squared error loss) function on the training data to 

make valid forecasts on unseen future data. We employ a 

single hidden layer MLP to forecast a future value thtx |
ˆ
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with t denoting the point in time, h the forecasting horizon 

and X = (x0, x1, …, xn) the input vector of the time lagged 

observations of the time series Xt. The parameters I=(1, ..., I) 

and H=(1, ..., H) specify the number of input and hidden 

nodes of the network architecture, and g() is a non-linear 

transfer function in the hidden layer nodes, which is typically 

either the logistic sigmoid or the hyperbolic tangent [8].  

In load forecasting, specifying a MLP for time series 

prediction requires the skillful selection of the meta 

parameters of the network architecture, information 

processing in nodes, connectivity of the topology, learning 

algorithms, and prior data preprocessing, proving near 

endless degrees of freedom. In specifying network 

architectures, the expert must determine the number and lag 

structure of input variables - either in a univariate sense of 

using n lagged realizations of the target variable yt, yt-

1, ... , yt-n, or including m exogenous variables xi, 

i = (1, ... , m) such as weather and temperature with 

corresponding lead- and lag-times, i.e. xi,t, xi,t-1, ... , xi,t-n that 

influence the target variable yt in period t. Segmenting a time 

series into multiple subseries will have a significant effect on 

the number and lags of relevant input nodes of a MLP, 

substantially influencing its architecture and complexity. 

Furthermore, for multiple step ahead forecasts the number 

of output nodes determines if a single nodes outputs an 

iterative trace forecast, computed using earlier predictions as 



 

 

 

inputs for multiple step ahead forecasts, or multiple output 

nodes output a complete load pattern simultaneously. An 

adequate NN architecture is routinely determined by using 

simulations on the time series; a set of candidate MLPs is 

trained using different architectures, and the architecture 

which shows the lowest in sample error is selected.  

As a result of the vast degrees of freedom in data 

preprocessing and specifying MLPs, the architectures 

reported in the 40 papers reviewed by Hippert et al. [1] 

showed substantial differences in almost all network 

characteristics. Networks showed substantial differences in 

their topology, employing everything between 5 to 107 input 

nodes, 6 to 90 hidden nodes, or 1 to 48 output nodes to 

predict a one-step ahead or load profile as a trace forecast 

respectively, leading to networks with 27 to over 32,000 

parameters to be estimated. In addition, architectures showed 

almost the complete range of existing activation functions, 

learning algorithms, and network connectivity, ultimately 

resulting in distinct networks of feed-forward AR(p) or 

recurrent topologies of MA(q) or mixture ARMA(p, q) 

without or with exogenous interventions (i.e. ARX(p), 

MAX(p) or ARMAX(p, q)). As these competing designs 

were not compared against each other, Hippert et al. [1] 

concluded that models were not systematically tested, and 

that the results presented did not allow replicable results 

questioning their validity. Although the specification of 

adequate network architectures is not the primary objective 

of this paper, the lack of a methodology poses an important 

limitation to load forecasting with NN. As the choice of data 

preprocessing and time series segmentation may influence 

the suitability of a constant network architecture, we will 

employ a consistent methodology to assess only the effect of 

time series segmentation on experimental results. 

IV. EXPERIMENTAL DESIGN 

A. Segmentation Experiment 

We seek to assess the effect of time series segmentation on 

forecasting accuracy of hourly electrical load. An assessment 

of all possible hourly segmentations is beyond a single 

paper. Therefore we focus on the popular segmentation into 

days of the week, creating 7 homogeneous subseries of 

hourly load patterns, one for each day of the week. We refer 

to the complete time series Y, while the segmented subseries 

are identified by YD, where D = {Sun, Mon, Tue, Wed, Thu, 

Fri, Sat}. This segmentation effectively removes the weekly 

seasonality but retains both an hourly and annual seasonality, 

providing a more manageable double seasonality for which 

univariate statistical benchmark forecasting methods exist. 

We produce forecasts using a single NNY  for time series 

Y, and 7 different NNYD for each subseries YD representing 

data from only one day of the week. To facilitate a direct 

comparison of forecasting accuracy of both approaches, the 

forecasts of NNYD on each segmented time series are merged 

into one consecutive time series corresponding to Y. As all 

MLPs employ an identical network architecture and 

methodology, the resulting differences in accuracy may be 

attributed to the choice of time series segementation. Details 

on the precise experimental setup are given below, in order 

to verify the validity and reliability of both the experiments 

and the results, and to facilitate future replication. 

B. Electrical Load Data 

To assess the effect of time series segmentation without 

effects of data scarcity, we analyze a time series of 66,505 

observations of hourly electricity demand from the UK, 

yielding 2,771 days or 7.6 years ranging from the 1
st
 of April 

2001 01:00 until the 1
st
 of November 2008 01:00. 

Figure 1 provides a plot of the first 3,000 hourly 

observations. We can observe that strong periodicities exist 

in the form of triple seasonality: a daily, a weekly and an 

annual pattern. These overlying seasonalities are illustrated 

using seasonal plots in fig. 2. (i.e. year-on-year, week-on-

week, and day-on-day plots respectively).  

To assess out of sample performance of different 

algorithms and segmentations, we partition the time in three 

subsets of training, validation and test data, which are 

sequential in order not to disturb any serial correlation. The 

test set consist of complete years 2007-2008 (16,080 

observations), the validation set of years 2005-2006 (16,080 

observations), and the training set contains the remaining 

observations 2001-2004 (34,345 observations). Only in-

sample data of training and validation is used for MLP 

parameterisation, tuning and candidate selection; the test set 

is used exclusively to evaluate their final performance.  
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Figure 1: Plot of the first 2880 observations of the time series. 
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Figure 2: Seasonal diagrams per annual, weekly and hourly seasonal length; 

actual loads are plotted in light grey, median in black. 

 

For the subseries, each is also separated into training 

(2001-2004), validation (2005-2006) and test sets (2007-

2008) corresponding to the identical time period but yielding 

a different number of observations for each subseries. 

Joining the individual training, validation and test sets of the 

subseries in the order or the days of the week recreates the 

respective subsets of the original series. To later assess 

results, this allows us to produce forecasts separately for the 

training, validation and test sets of each subseries and 

compare them directly with forecasts produced on the whole 

time series, as the dates always align.  

C. Experimental setup 

The forecasting horizon for all forecasting algorithms, 

MLPs and statistical benchmark methods alike, is set to 24 

hours ahead. We employ a rolling origin evaluation, 

extrapolating a trace forecast of t+1, t+2, ... , t+24 from each 

observation of the series, essentially simulating an hourly 

forecasting interval for updated predictions. The rolling 

origin approach yields more forecast error measurements and 

hence a more reliable estimation of the empirical distribution 

of errors, in contrast to the conventional fixed origin 

assessment where only a single out-of-sample trace forecast 

is assessed for each algorithms performance. Furthermore, 

the effects of outliers as forecast origins are mitigated, as 

forecast are produced from multiple origins and the majority 

of forecasts are originating from non-outlying observations 

(see [9] for a discussion of rolling origin). 

Forecasting accuracy is measured as an average on the 24-

hour ahead trace forecasts yt+h, for h=(1, 2, ..., 24) using 

Mean Absolute Percentage Error (MAPE):  

,
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where yt is the actual observation at time t, ft is the forecast 

for the same period and h is the forecast horizon. We are not 

concerned about biases of the error metric MAPE, as all 

observed values are positive, non-zero and of high 

magnitude for all parts of the time series, while it permits an 

intuitive interpretation relevant to load forecasting 

practitioners (see e.g. [10]). Once MAPE is calculated for 

each forecast origin, we average across origins to produce a 

mean MAPE for each training, validation and test subsets, 

which is compared across algorithms and segmentations.  

D. MLP Architectures for Load Forecasting 

A single MLP architecture is used to forecast all time 

series, employing a single hidden layer with H hidden nodes 

and a single identity output node that produces iterative one-

step-ahead forecasts. It has been argued that using large 

MLP topologies, where the number of parameters exceeds 

those conventionally used in regression models, provides 

promising accuracy in electricity load forecasting [1]. 

Consequently we extend our grid-search of 

H = {5, 10, 15, 20, 25, 30, 35, 40, 45, 50} to include a 

substantial number of hidden nodes. The training sample size 

is deemed sufficient to allow estimation of the resulting 

number of parameters. 

The input vector of each MLP reflects a univariate model, 

using only lagged realizations of the dependent variable to 

capture an autoregressive time series structure. Stepwise 

selection has proven a suitable contender for high-frequency 

time series, outperforming conventional approaches of 

autocorrelation analysis, selection by mutual information 

criterion, spectral analysis and others that fail to identify 

significant lags due to the prohibitive computational cost or 

inflated significance from the vast amount of data [20]. 

Given the associated computational costs and resources 

required for stepwise regression up to multiples of an annual 

lag yt-8760 on seven years of hourly data (exceeding that of a 

conventional PC memory), we pursue a novel hybrid 

approach to model identification. First, we employ partial 

autocorrelation analysis to identify the lags with the highest 

significance. On the complete series Y it identifies 40 lags l 

for yt-l, with l = {1-24, 48, 72, 96, 120, 144, 164, 165, 167, 

168, 169, 170, 171, 172, 8736, 8760, 8784}. On the 

segmented time series YD it identifies 34 lags l for yt-l, with 

l = {1-24, 48, 72, 96, 120, 144, 168, 1224, 1248, 1272, 

1296}, essentially the same with the exception of the missing 

weekly seasonality. These lags are used to prime the step-

wise regression, essentially pre-filtering the search space and 

substantially increasing speed of model identification. 

All time series data is linearly scaled between [-0.5, 0.5] to 

allow headroom for possible non-stationarity prior to 

training. Each MLP is trained using Levenberg-Marquardt 

with a mean square error (MSE) cost function, setting the 

meta learning parameters to μLM=10
-3

, with an increase step 

of μinc=10 and a decrease step of μdec=10
-1

.(for a detailed 

description see [11]). Training is conducted for up to 1,000 

epochs, tracking both training and validation MSE, and 

stopping the training process if the validation error increases 

for more than 50 epochs or μLM becomes equal of greater 



 

 

 

than μmax=10
10

 in order to avoid over-fitting. Upon early 

stopping, the network weights that give the lowest validation 

error are retained. The weights of each MLP are initialised 

10 times with randomised starting weights to account for 

local minima in the nonlinear optimisation. Once training of 

all initialisations is finished, we choose the network weight 

initialisation that exhibits the lowest error on validation set.  

E. Statistical Benchmarks for Load Forecasting 

In addition to comparing different MLP approaches, we 

assess their performance against a series of representative 

statistical benchmarks, including Naive, Exponential 

Smoothing and Dynamic Regression models. All 

benchmarks are fitted on the complete in-sample data sets, 

since they do not require validation data. 

The random walk, or naive model, is specified in the form 

of an ARIMA(0,1,0) process, typically expressed as: 

ttht xx  |
ˆ .                  (2) 

The naive model assumes that no information exists in the 

time series structure, so that and the future value is a random 

result. For time series with seasonal periodicity s, the simple 

Naive model can be extended to a seasonal Naive method, 

essentially representing s independent random walk model: 

hsttht xx  |
ˆ .                 (3) 

In practice this model copies the previous seasonal lag as 

the next forecast, i.e. for a daily time series next Monday 

would be equal to the previous Monday. Both Naive models 

require neither model selection nor parameter tuning, making 

them suitable benchmarks in time series forecasting. Any 

sophisticated forecasting methods or methodologies should 

be capable of outperforming these simple models in order to 

justify the additional modeling complexity. We compute 

results for one Naïve and three seasonal Naïve benchmarks 

for periodicities of s = {24, 168, 8760}, capturing the daily, 

weekly and annual pattern respectively and naming them 

Naive1, Naive24, Naive168 and Naive8760 respectively.  

As an additional set of univariate forecasting benchmarks, 

we consider variants of the exponential smoothing (ESM) 

family of algorithms, including models for level, trended and 

seasonal time series of either additive or multiplicative 

nature (see e.g. [12]). Numerous papers and forecasting 

competitions have demonstrated the robustness and accuracy 

of EXSM [13], making them attractive forecasting 

benchmarks. EXSM are applicable to a wide range of time 

series, but require the selection of the correct model 

specification, typically based on some sort of information 

criterion or cost function penalized for the model complexity 

[14], and parameterization for a given time series, 

minimizing the mean squared or absolute one-step ahead in-

sample error [15]. As they require both model selection and 

paramerisation, not unlike NNs, they are suitable 

benchmarks for univariate time series prediction. After initial 

trials using models of additive seasonality, linear and 

damped trend exponential smoothing models, there 

performance was found lacking. Consequently we fit three 

multiplicative seasonality exponential smoothing models, for 

daily EXSM24, weekly EXSM168, and annual EXSM8760. 

 Dynamic linear regression has been widely employed in 

time series forecasting, using lagged observations of the 

dependent and / or independent variables has shown to be a 

flexible and powerful model. Several methodologies have 

been proposed to specify linear regression models, 

employing either specific-to-general or general-to-specific 

modeling strategies, with stepwise regression being a notable 

reference [12]. To allow direct comparisons of the non-linear 

properties of MLPs on the given data, we develop linear 

regression models with only univariate, autoregressive terms 

that mirror the setup of the NNs for both Y and YD,. The 

regression models follow the same naming convention as the 

MLPs, i.e. RegrY and RegrYD.  

V. RESULTS 

A. Overall performance of segmentation 

To assess the overall accuracy of (a) different algorithms 

of Naive, Exponential Smoothing, dynamic regression and 

NN, and (b) the effect of segmentation on each of these 

methods we provide results in table 1, followed by a details 

analysis of the MLP architectures in the next section.  

To assess the occurrence of overfitting we provide 

training, validation and test errors for each algorithm 

constructed on the continuous time series Y and those 

constructed on segmented subseries YD which were 

recombined for an identical assessment. Note that for Naive 

methods with a weekly lag, model Naive168 on the complete 

series Y is compared to Naive24 on the segmented series of 

YD which is comprised of the equivalent hourly observations 

one week apart; consequently both yield identical results. For 

annual lags the Naive8760 used on the complete series Y is 

compared to a Naive1248 on the segmented series YD. For 

daily lags of Naive24 on Y no equivalent exists on the 

segmented series. The lowest overall error on training, 

validation and test is highlighted in bold; the lowest error in 

comparing between the complete and segmented series for 

each algorithm is underlined. 

Table 1: MAPE per algorithm on Y and YD 
MAPE Complete Series YD Segmented Series YD 

Model Train Valid Test Train Valid Test 

Naive hourly  17.21% 18.41% 19.17% 16.97% 18.23% 18.90% 

Naive daily  5.78% 5.50% 5.39%    

Naive weekly  4.04% 3.78% 3.66% 4.04% 3.78% 3.66% 

Naive annual  6.73% 6.76% 7.11% 3.47% 3.49% 4.02% 

EXSM daily 7.27% 6.90% 7.15% 4.29% 3.88% 3.92% 

EXSM weekly 3.39% 3.43% 3.44%    

EXSM annual 4.66% 6.59% 6.60% 2.30% 3.38% 4.06% 

Regr 2.31% 2.18% 2.33% 3.03% 3.07% 3.46% 

NN 1.75% 1.77% 2.08% 2.68% 3.30% 3.69% 

Overall, NNs on the continuous series Y outperform all 



 

 

 

other algorithms across both non-segmented and segmented 

time series on test set accuracy, followed by regression 

models and weekly exponential smoothing, both on the 

complete series. The preeminent accuracy of NN is achieved 

homogeneously across training, validation and test set, 

indicating that no overfitting took place and that model 

selection based upon the validation data would have yielded 

the best out-of-sample model. Similarly, the relative ranking 

of algorithms across data subsets is largely consistent, hence 

the results may be considered robust. 

This result seems surprising, as it contradicts best 

practices in electrical load forecasting which routinely 

segment time series to forecast with NN or regression 

techniques. However, the results show that for conventional 

benchmark algorithms, time series segementation yields 

reduced forecast errors across all algorithms of Naive and 

EXSM through simpler time series structures. To explore the 

root causes for this result, we assess and discuss the structure 

of the models included in the comparison. RegrY  is capable 

of directly capturing the dynamic structure of the triple 

seasonal time series and model explicitly its autoregressive 

nature, as are NN. This results in superior performance in 

comparison to the other statistical benchmark models. With 

the exception of RegrYD all other models capture a single 

periodicity; however both Naive168 and EXSM168 perform 

well, with the later consistently outperforming the former 

across all subsets, as they capture weekly seasonality which 

implicitly contains also the daily seasonal patterns. This is 

not unexpected, as exponential EXSM considers more 

observations and is more robust to noise than Naive 

methods. Naive24 and EXSM24 that model only the daily 

seasonality do not forecast the time series accurately. This 

can be easily explained by the difference between the 

midweek and weekend days, which these models do not 

distinguish. Similarly, Naive8760 and EXSM8760 do not 

perform well. Although these are capable of capturing the 

annual seasonal pattern, both weekly and daily seasonalities 

can be mis-modeled due to the different number of weeks per 

year and the complex daylight saving patterns. Finally, as 

expected, all models outperform the random walk Naive1 that 

is unable to model seasonality, serving well as a reasonable 

lower forecasting error bound to assess improvement to more 

sophisticated modeling efforts, which all other benchmark 

model achieve.  

A. Analysis of data conditions 

Next, we seek to assess the sensitivity of the NN model 

parameter, in particular number of hidden nodes and 

distribution of input nodes, on forecasting accuracy. 

Table 2 summarizes the performance of the two NN 

models for dataset Y and YD across different numbers of 

hidden nodes. We provide both the accuracy on training, test 

and validation error for model selection, i.e. a single 

initialization chosen on the lowest validation error, and the 

mean errors estimated as averages across all 10 random 

initializations. Underlined values are lowest per column 

MAPE per algorithm on Y and YD. 
Table 2: MAPE per number of hidden nodes  

Hidden Model selection Average Initialisation 

nodes Trn Val Tst Trn Val Tst 

 NNY 
5 2.10% 2.03% 2.13% 2.39% 2.32% 2.46% 

10 1.99% 2.01% 2.08% 2.11% 2.09% 2.20% 

15 1.92% 1.90% 2.09% 1.93% 2.00% 2.11% 

20 1.80% 1.86% 1.94% 1.89% 1.95% 2.07% 

25 1.82% 1.93% 2.00% 1.87% 1.98% 2.13% 

30 1.89% 1.90% 2.06% 1.83% 1.96% 2.12% 

35 1.65% 1.80% 1.96% 1.85% 2.00% 2.10% 

40 1.80% 1.80% 2.09% 1.81% 1.93% 2.05% 

45 1.58% 1.84% 2.13% 1.80% 1.96% 2.06% 

50 1.75% 1.77% 2.08% 1.77% 1.96% 2.14% 

Mean 1.83% 1.88% 2.06% 1.93% 2.01% 2.14% 

 NNYD 
5 2.94% 3.33% 3.74% 3.03% 3.53% 3.90% 

10 2.68% 3.30% 3.69% 2.78% 3.53% 3.91% 

15 2.75% 3.70% 3.84% 2.78% 4.47% 5.02% 

20 2.55% 3.54% 4.49% 2.57% 4.21% 4.68% 

25 2.40% 3.86% 4.09% 2.65% 4.89% 5.22% 

30 2.33% 3.82% 4.31% 2.36% 4.80% 5.47% 

35 2.35% 4.24% 4.29% 2.46% 5.65% 5.83% 

40 2.28% 4.79% 5.02% 2.44% 6.27% 6.51% 

45 2.30% 4.51% 5.16% 2.30% 5.81% 6.27% 

50 2.17% 4.80% 4.85% 2.57% 6.90% 7.12% 

Mean 2.48% 3.99% 4.35% 2.59% 5.01% 5.39% 

 

The best performing NNY has an out of sample MAPE of 

1.94%, while the best NNYD has 3.69%. A similar level of 

difference is observed for the mean error values. The errors 

across network topologies show consistently lower MAPE 

errors of NN on the continuous dataset Y in comparison to 

the segmented one, YD. As a consequence, we may conclude 

that the improvement in forecasting accuracy is consistent 

across architectures, and lead to substantial improvements in 

accuracy in all training, validation and test sets. The results 

are also consistent for model selection and across 

initializations, providing further evidence for the robustness 

of using a single continuous time series. Figure 3 provides 

boxplots of the distribution of the errors across all training 

initializations for the three subsets for further evidence.  

Reviewing the error distributions in fig. 3 we observe that 

in the training set both NNY and NNYD demonstrate similar 

performance, which diverges for the validation and test sets. 

The accuracy of NNYD is on average lower, and the variance 

of the error distribution on MAPE is higher across all 

numbers of hidden nodes. in contrast, NNY demonstrates 

consistent mean accuracy levels with constant variances 

across different training initializations. Figure 3, together 

with table 2 indicate an inferior generalization of NNYD in 

comparison to NNY.  
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Figure 3: MAPE Boxplots for NNY and NNYD for different 

number of hidden nodes across 10 initializations. 

 

We can also observe that as the number of hidden nodes 

increase for NNYD its out-of-sample accuracy decreases more, 

showing that small networks (H≤10) is adequate to model 

the data, while more nodes result to over-fitting to the 

training set and lack of generalization. This finding is not 

true for NNY that shows consistent MAPE distributions for 

different network sizes.  

Figure 4 illustrates this further: the NNY network that 

models the complete dynamic structure of the continuous 

time series directly has a similar performance across training 

and test sets, and consistent across a wide number of hidden 

nodes. Furthermore, using a larger number of hidden nodes 

results in increased accuracy, allowing the network to better 

fit given the abundance of data. On the other hand, the 

results for NNYD show that the training and test set MAPE 

quickly diverge, a typical sign of over-fitting. Furthermore, 

as the number of hidden increases, the degrees of freedom of 

the network also increases, resulting in more flexibility to 

over-fit to the training set. 
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Figure 4: Performance of best networks for NNY and NNYD for 

different number of hidden nodes, across training and test subsets. 

In addition, we assess the input lags used in the NNY and 

NNYD in figure 5. Black squares represent used lags. Note 

that lags 1224-1296 are annual seasonal lags for the day of 

the week time series, while lags 8736-8784 are annual 

seasonal lags for the complete time series. 

A. Discussion of results 

 As these results appear somewhat counterintuitive, we 

provide an initial interpretation. One would reasonably 

expect that by splitting the original load time series into 

seven separate load time series, one for each day of the 

week, and therefore removing one of the three seasonalities, 

should simplify the time series and increase forecasting 

accuracy. However, although we observe that a smaller 
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Figure 5: Visualization of the used input vector for different NN models. 



 

 

 

number of hidden nodes become adequate to model the time 

series, and indication of simplification, the accuracy is not 

increased. We argue that this is happening because by 

segmenting time series artificial discontinuities in the time 

series are introduced, which impair forecasting as an 

autoregressive process. Following the conventional time 

series decomposition, a time series can be separated into 

three structural components: level, trend and seasonality 

[12]. Seasonality is expressed through seasonal indices that 

are one seasonal length apart. For example in a daily time 

series the seasonal indices would correspond to (Mon1, 

Tues1, Wed1, Thu1, Fri1, Sat1, Sun1, Mon2, Tue2, ..., Monm, 

Tuem, Wedm, Thum, Frim, Satm, Sunm) and the seasonal value 

of Monday depends only on values with indices Moni. When 

separating the complete time series in one new time series 

for each day of the week, we merely remove the gap between 

the seasonal indices for each day. For our example, the 

Monday time series would now have indices: (Mon1, Mon2, 

..., Monm) and therefore no information is lost, as the 

intermediate days of the week are not considered in 

modeling Monday seasonality in any of the two cases. On the 

other hand, both level and trend are connected with their 

immediately preceding lags. For example level can be seen 

as an ordered vector (L1, L2, ..., Ln) and separating the time 

series into the new day of the week series causes breaks in 

both level and trend vectors, i.e. the Monday time series 

would have now (L1, L8, L15, ...) and all intermediate 

information is not available. This transforms the gradual 

continuous changes in the level and trend to become abrupt 

discontinuous level shifts and thus harder to model. 

Moreover, for the separated time series each network that is 

trained of a particular day has only 1/7
th

 of the observations 

available, naturally resulting in lower generalization. The 

results for the neural networks are in agreement with 

regression, which demonstrate the same pattern.  

 To further confirm this hypothesis, comparing the NN 

with the statistical benchmarks we see that NNY significantly 

outperforms all other models including regression, providing 

some evidence of possibly nonlinearities when compared 

directly with RegrY that has the same inputs. NNYD performs 

worse than several benchmarks, merely illustrating again the 

inferior performance of the particular methodology to model 

the electricity load. 

VI. CONCLUSIONS 

We assess the effect of the established best practice of 

segmenting time series into homogeneous subseries for 

electrical load forecasting with artificial neural networks. 

Based upon a valid and reliable experimental design, we 

provide evidence that NN built on a continuous, non-

segmented time series with a robust input variable selection 

routine can significantly outperform a segmented approach. 

Furthermore, these NN are capable of outperforming the 

established benchmark of dynamic regression models across 

all architectures. In addition, using a similar approach to pre-

filter input variables equally increases the accuracy of 

dynamic regression models in comparison to segmented time 

series, providing empirical evidence that a segmentation of 

time series may not improve accuracy in autoregressive 

modeling. This potentially provides new insight into 

modeling both NN and regression for electrical load.   

The research shows a number of limitations, in particular 

in the setup of the experiments where a myriad of different 

segmentations approaches seems feasible, and the most 

common empirical approaches need to be evaluated in 

comparison to this new contender. Future research on 

univariate models also needs to address daylight savings, 

leap-years and fractional seasonality. Future research also 

needs to be extended towards exogeneous variables of 

weather and calendar effects, with regard to their effect on 

accuracy for consideration in a single, global model.  
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